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Transparency Statement

This submission was authored by Daryl Little, Founder and CTO of CanuckDUCK
Research Corporation, without the use of generative Al. CanuckDUCK's platform does
incorporate Al components — specifically locally hosted language models for content
summarization (Forum Analysis Engine), structured multi-perspective debate modelling
(Flock Debate), and sentiment analysis. All Al processing is performed on local
hardware with zero external API calls; Canadian citizen data never leaves our
infrastructure for Al processing. The platform also uses Hedera Hashgraph distributed
ledger technology for immutable record-keeping. All Al systems within the platform are
designed to augment and facilitate human democratic participation, not to replace it.
This submission draws on operational experience deploying these systems and original
experimental findings from structured Al agent research.

About CanuckDUCK Research Corporation

CanuckDUCK — The Canadian Digital Unified Consensus Knowledgebase — is a
federally incorporated Canadian civic technology organization based in Calgary,
Alberta. We operate persistent democratic infrastructure designed to connect informal
community discourse to formal decision-making processes. Our ecosystem consists of
12 operational services running on Canadian-hosted servers, including community
forums mapped to over 2,000 Canadian communities via Census and postal code data,
an educational civic simulation platform (Ducklings) serving 61 Alberta schools,
Al-assisted multi-perspective debate modelling (Flock Debate), a content aggregation
pipeline processing 196 Canadian RSS feeds (Migrations), a causal mapping system
(RIPPLE), and blockchain-secured voting infrastructure (Hedera Hashgraph).

The entire ecosystem was developed on recycled Dell R720 servers using Proxmox
virtualization, with Al inference performed locally on consumer-grade hardware. We
employ pairwise pseudonymous identities across all services, maintain separate
databases per service, and operate with zero connection to external cloud services.
These architectural choices reflect our founding commitment: that Canadian democratic
infrastructure must exist on Canadian soil, under Canadian jurisdiction, with privacy
embedded in the design rather than appended as policy.



Topic 18: Digital & Al Sovereignty

18a: What implications does foreign Al investment concentration have for
Canadian sovereignty?

The nuances of Canadian society will always get lost to the monolithic Al platforms.
Canadian bilingualism, Indigenous languages, regional economic differences between
Alberta and the Maritimes, the distinct legal frameworks, the constitutional division of
powers may be edge cases to a monolithic model but they represent everything to
Canadian governance. The platform that we built was designed to scale across topics
and to represent facets of a purely Canadian society, in both the splendors and
deficiencies such as how we choose to address healthcare or how we chose to handle
domestic law and immigration policies. When we invite OpenAl, Microsoft, Google, or
Meta to the table, they have an operational budget that can rival or exceed most
countries. Investment that may appear to flow into Canada will largely be siphoned right
back out by means of US Venture Capital, in the same way that the 2% requirement of
GDP being spent on NATO has represented a leash to American military contractors.

Models are trained using data sources that are largely unknown to the user. With most
enterprise level Al hyperscalers seeking data from all possible sources, credible or not.
But with this influx of data there are biases that are often carried through into training
whether they are apparent or not. Foreign investment carries risk because both the
training materials and the motivations are often black box solutions. This represents a
significant challenge for Canadian sovereignty where due to the national scale, we are
and will always be the little kid on the block. However, the governance of the Al can not
and should not remain black box. Models should be transparent in both training
materials and reasoning logic.

When we talk of infrastructure and dependencies, even our own network stack has ties
to Dell in the manufacturing of the server and switches, AMD and Intel on processors,
and semiconductors from Taiwan and China. Canada lacks the capability to produce
many of the critical components and as such we have a built-in dependency on foreign
investment.

With the dominance of Al platforms from the United States, these platforms effectively
are able to gatekeep, prioritize, or even incentivize access. A comparable example to
this would be the prior restrictions of Google within the borders of China. If the US
administration were to shift, Canada could find itself in a crippling situation where
access to data that was assumed to be private was exposed.

This is why we built CanuckDUCK (The Canadian Digital Unified Consensus
Knowledgebase). It exists on Canadian soil, using Canadian infrastructure. This is not
because the foreign technology is bad in and of itself, but because not having ties
beyond the immediate geography both represents Canada and protects the people that



make it the country that it is. Our authentication systems by design allow social network
accounts to connect but are explicitly designed to terminate any ability of users to be
tracked as they utilize our services and infrastructure. This was a very deliberate choice.
Freedom of expression can only exist when people are free to speak their mind,
protected from overreaching governance, and immune to foreign shutoff mechanisms.

18b: How would you define “digital sovereignty”? Is it a useful concept for
Canadian Al policy?

Digital sovereignty is the understanding that the hardware that operates on Canadian
soil does not have inherent back-doors, the data that is collected and used remains
within the protection of the borders, there exists a minimization on external
dependencies in order to operate, and there is a legal mechanism that can be invoked
when operations fall outside of all of these that can force a change. In context, we owe
our fellow Canadians the safety and security that there is a right for consent and
ownership of information and that the services used operate within these guiding
principles.

Canadian sovereignty of data is far more than a buzzword. In the same way that the
healthcare in Alberta operates under the principle that data and records should not
leave the province, yet the software solutions invoked in its practice often violate this
and we have accepted this compromise because we lack the domestic capacity to
replace the systems that we have. This is no different than the Indigenous digital
sovereignty (OCAP principles — Ownership, Control, Access, Possession) which has
servers that operate under the ideals but often due to budget or ability may cross
national borders. National digital sovereignty framework must be designed with
Indigenous communities, not imposed on them. The infrastructure that exists with
CanuckDUCK is designed to handle geographically aware forum architecture with this
kind of self determination in mind.

Yes, digital sovereignty is a useful concept for Canadian Al policy, but only if we choose
to illuminate all of the roads that it connects to.



Topic 14: Constitutional Rights, Human Rights &
Democracy

14c: What risks do Al adoption pose to democracy and democratic
institutions? Can they be mitigated?

Al generated content flooding is a significant risk. It builds a false sense of sentiment. |
would bring up the separation of Alberta as a very real example. Alberta does not want
to separate from Canada, the ask is to renegotiate the terms of the overarching
agreement. However excessive push by bots on social media platforms has the very
real capabilities of providing a false sense of scope and scale. In social media,
algorithmic curation determines the content pushed to users. Social media networks are
not required to actually define their userbase. Facebook in particular has explicitly
stated that they use bots for content and engagement metrics. It is estimated that
between 10 and 16% of all Facebook accounts are fake, and that 37% of internet traffic
consists of malicious bots. It is easy to inflate the value of advertising when you can
claim an advertisement reached 10,000 people and bots were 8,000 of that group. With
the interconnection of Al to live data sources, the influence of American media becomes
very prominent in even the simple use cases of LLMs.

In our research into grounded and ungrounded agents engaging in discussion we found
that grounded agents could cite examples. This was important because our bot was
fully connected to our ecosystem. It had the ability to reach into news articles, it could
pull from issue summaries. It reduced the actual technical requirement of the agent to
simply being able to communicate and it stopped the Al from hallucinating. Ungrounded
agents were often unable to respond beyond simple platitudes, and could be found
fabricating results. In numerous specific examples where bots were provided an
agenda, the actual foundation model refused to respond in the way that the operator
had intended stating that it would have violated its safety guardrails. Al in its application
needs to be invoked with a purpose. It can not be left unchained. The Al by key players
is designed to be task oriented and fulfill the requirements of the single user. This is why
there have been so many cases of Al harm or disruption. It is where the Al aligns to the
operator with a bias.

At CanuckDUCK, we have been actively working to understand the relationship
between Al and the democratic process. One of our initiatives involved what we call the
Flock Debate where we have constrained Al on localized models and connected them
to data sources under our control. These data sources are issue summaries, RSS news
feeds broken down into cause and effect, and user discussions in ongoing forums. The
actual debates are carried out by Al LLMs that are given very specific mandates. To
represent specific facets of Canadian society and to do so as placeholders without
claiming to be actual members of the group. We use graph databases as an input
source and have the Al models debate specific Canadian topics and discussions with



the objective of reaching a consensus on objectives and identifying constraints where a
consensus was not met highlighting opportunities for further discussion. Early
experiments of this concept attempted to use public discourse platforms testing
grounded and ungrounded agents in an Al only social network. The results were that Al
inherently is not capable of sustained debate. By its own design, it is to instantly attempt
to reach an outcome based on the weights defined in a model. This means that context
provided outside of the initial training content is inherently ignored. This means that
there is an inherent risk to not having full control over the training stages of the model
due to the black box effect of not knowing the material used to train it.

At CanuckDUCK, we built and operate over 2,000 individual forum threads. These
forum threads are designed to allow users a clear and defined path to return to the
subject matter which invites returning users back into prior discussions, and keeps the
content of the forum in context with its purpose. Communities have the ability to have
their own forums, with community associations able to generate summaries of
discussions without the need for reading all of the contained posts.

With regards to voting, we operate a Hedera blockchain node. Users are able to vote
with the result of their vote documented on a blockchain. This is auditable, a user is able
to identify their own vote, however other users are not able to identify the source of
votes beyond themselves. Blockchain enforces a state of transparency for votes. It
allows trending to occur.

We also operate what we call RIPPLES. These are threads where automated RSS
feeds are ingested in a cause/impact framework which maps to the graph database and
helps us determine the connection between more abstract concepts such as reduction
in healthcare budgets impacting the local businesses around the healthcare facilities or
the impact of employability and social assistance requirements due to job loss. Many of
these relationships are not able to be mapped by Al. Al was not trained on tangential
unrelated concepts. RIPPLES matter because policy decisions can have cascading
impacts beyond the perceived scope of the initial changes.

CanuckDUCK exists to solve the issue of not having a stable method of civic
engagement that stretches beyond a specific period in time. It exists as a way to
understand changes in sentiment over time in ways that a simple survey or poll can not
capture. This | believe is the entire crux of the concern over the 30-day window. There
was never a means to have ongoing engagement and policy discussion. CanuckDUCK
exists to solve these problems, to offer a safe place for people to raise concerns, to
actively engage and debate with each other, and to keep everybody on the same
playing field regardless of social status or connection or political affiliation.

Persistent infrastructure for a debate is an absolute requirement. The critique of the
30-day window is extremely valid, especially with the speed of deployment achievable
by large organizations. In the world of Al, we are in the early game. Without actively



taking it by the reins now, we risk loss of control. The value in ongoing debate becomes
not just the results of a poll which represents a point in time, ongoing sentiment can
identify positive or negative sway. And a forum base for insight means that people of all
different social status and connectivity can engage. There is the opportunity for Canada
to lead the rest of the world in responsible Al initiatives benefiting society as a whole.



Topic 12: Privacy & Data Protection

12a: What are the privacy and surveillance implications of Al use by
individuals, governments, and businesses?

In the case of privacy and surveillance, we can cite the example of the RCMP's usage of
the Clearview Al platform. The importance of this can not be understated. A foreign Al
company was able to scrape social media networks biometric data, and then the
content was ingested by the RCMP. The Privacy Commissioner of Canada ruled that
this violated PIPEDA and the usage was investigated. Situations like this should never
have existed, the Al facilitated privacy violation is exactly the type of situation that
institutions are supposed to protect citizens from.

Al hyperscalers have long been criticized for their usage of training materials from
guestionable sources as can be found in numerous court cases. However we rarely
consider that the actual user conversations themselves are re-ingested as training
materials. Then there is the question of data deletion where we must all operate with the
understanding that information is never truly deleted based on precedents set in the
New York legal system. At this time, we, as Canadians need to understand that privacy
is not a bug that large corporations are trying to fix. It is a feature that they are trying to
monetize.

In the case of provincial health services, there is often a blurred line in privacy policy.
Large Canadian carriers often rebadge American services for integration as service
offerings. What happens if those services are both sold on the Canadian market and
there exists no infrastructure on Canadian soil? All data and communication flows south
as an operational function crossing borders where explicit laws were drafted to prevent
such activity.

In the CanuckDUCK platform we utilize pairwise pseudonymous identities. Our system
was explicitly designed to reduce friction for users entering the system and to ensure
that each individual website in the ecosystem could not cross reference a user to
another website. Voting is isolated from forums. This is meant so that comments from a
user can not be traced back to how they vote. Each service maintains a separate
database, and the Single Sign On functionality is unified while the storage is distributed.
We are a self hosted infrastructure with no connection to cloud services. All of our Al
functions are performed in house using models connected to RAG systems or using the
site content. These are all decisions that were made with a keen focus on the privacy of
Canadians.



Topic 9: Children & Youth

9a: Are there Al deployments to which children/teenagers are particularly
vulnerable?

The Al deployments to which children and teenagers are particularly vulnerable lies in
the embedded functions of social networking and media. Al is often used as a method of
engagement, whether to assist in site navigation or to help provide bridges addressing
functionality gaps and help. These systems are often unconstrained however. Google
searches can bring you to Gemini, Microsoft can bring you to Copilot. These doorways
are unconstrained. They can connect youth to models that were not designed with them
in mind beyond what their creators felt were adequate safeguards. We could argue that
it is not a matter of whether the safeguards in place suit the purpose, but whether the
model of requiring the Al to try and determine the age of the person it is talking to is the
fundamental problem.

9d: What protections for children/youth against Al-facilitated harms would
you recommend?

| believe that the accountability with Al protections for the youth must originate in the
architectural design of the framework. Al inherently does not know the age of a user that
interacts with it unless explicitly provided with these fundamental details. This means
that the Al's ability to determine the age of the terminal user is limited to its ability to
decipher writing quality and content which can vary between educational level and
regional disparity greatly enough to prove itself non-credible. Platforms increasingly
develop Al into engagement systems whether to help navigate on RAG systems or to
simply showcase ability. But these pathways are not guarded. Interactions can happen
without the need for authentication. At CanuckDUCK, we have taken a different
approach. We understand that these systems require an element of data profiling in
order to function. To counter this challenge, we laid the foundation for institutional
gatekeeping. Using the publicly available dataset from the Government of Canada, we
identified all schools and divided them by school district within their respective province.
This allows the school the ability to control the age or relevance of the student
participation. By approaching it from this angle, we have shifted the liability of needing to
retain profiles on minors to the school's ability to gatekeep the access. We no longer
need to retain profiles of minors. This was a very critical inflection point where we
needed to ask ourselves how much data do we really need in order to suit a functional
purpose, and is it possible to not have ANY information that could identify or profile the
youth in Canada. This framework could be expanded to include all schools, but for the
purposes of development we have chosen to limit it to grades 9-12. Protecting children
requires identifying them, but identifying them requires surveillance that harms
everyone's privacy.



Topic 2: Current and Potential Uses of Al

2g: Is there a beneficial use of Al that is entirely possible today but not yet
implemented?

Every major player in the Al space; OpenAl, Google, Meta and Anthropic is pursuing
increasingly general intelligence because it is where the perceived value is for them.
This is an arms race towards the widest scope possible. But hidden in the generality is
the danger. Fragmenting Al into silos of specialization is where the true value of Al lives.
Agents that understand scope and scale, and utilize an orchestration layer for routing.
This mimics true human nature where we approach mechanics for questions about our
car or doctors about questions about our health. When the scope is narrowed, there
exists no room for misinterpretation. Hallucinations are dramatically reduced because
the answers were clearly documented in the materials used to train the model. Al has
the potential to benefit many industries, providing rich context and interfaces, but the
one thing that | strongly feel that has not been implemented today is reducing models to
the simple function of communication in language and connecting them to better data
sources. This is an initiative that we are implementing at CanuckDUCK. Connecting
forums to Al as well as data sources. This reduces the model requirements by removing
ambiguity and forcing the model to engage purely within the context that is set. This
counteracts the budgetary impacts of large foundation models and allows Canada to
play at a high degree of certainty and safety with far less risk.

Topic 15: Media & Information Ecosystem

15a: What has Al's impact been on the media ecosystem and information
environment?

Al has had far reaching impact on media and information. When Al is used to generate
content, the risk to the validity of the information increases. This is largely due to the
impact of the training processes. There is no iterative process that brings models up to
speed with new content and context. And this foundational data is what drives the
model. When connected to RAG systems, there is still the risk that there exists a bias
between the trained content over the RAG developed content. In the large scale
foundational models, the volume of content has always taken precedence over the
quality of information. This can lead to unanticipated consequences. But these may not
be apparent in initial tests, and may actually be observed as more of a drift.

In our own systems within CanuckDUCK, we implement what we call FAE (Forum
Analysis Engine) with the objective of compressing human content into a manageable
and easier to digest summary of the forum contents. We ensure transparency by
making this function exist alongside the real forums so that it is verifiable. This similar



function is utilized in what we call Migrations which provides a more lengthy summary
which includes a topic summary, associated news articles from 196 feeds, the forum
content, and our Al Ducks which each have their own specific personality and debate
the topics with the objective of identifying areas of contention and disagreement, areas
of agreement, and proposed implementation steps. These Ducks exist solely for the
purpose of ensuring that there are placeholders for the respective parties and that
concerns are identified. These debates are included distinct from the forum content, and
we ensure that Al content is never introduced by CanuckDUCK in forums intended for
people but that they can surface concepts that may otherwise have been missed. These
functions are cyclic in that new content added by people will alter the next run of the Al
based summary and debates.

One of the challenges that is faced is that smaller rural communities exist in media
isolation. Our content pipeline attempts to bridge this gap by ensuring that relevant
topics surface in discussion, and that the communities themselves have control over the
forums specific to their own area.



Topic 7: Mental, Social & Cognitive Well-Being

Al when applied as a service from the major players is explicitly designed to serve the
person interacting with it. This has been well documented where the Al, unless explicitly
asked to violate this constraint will generate content in a “yes man” context. This can
lead to a certain drift in alignment from what could be described as moral or ethical
alignment in favor of the user which may not actually represent what is in the best
interests of the user.

In the case of companies deploying Al to manipulate people or undermine human
agency, the problem is that the models are black box by design and the architecture
makes it impossible to determine whether manipulation is occurring. There are
numerous articles specific to the topic of alignment faking by Anthropic where in
training, there exists the scenario where in its prior training it is presented with principles
or preferences that may conflict with what is later rewarded in the reinforcement
learning.

In the Al that we use within CanuckDUCK, its operation is not explicitly reactive to a
single person in the way that a person asks for information from the Al and is returned a
result. Users do not interact directly with the Al All of the operations exist
asynchronously, separate from when users are active. This means that the model itself
is detached from the end user's operation, and the model is grounded only by the
information that is presented to it.

Topic 11: Public Services, Government Agencies
& Administrative Bodies

1la: How is Al currently being used by government agencies? What are
the impacts on constituents?

The Canadian government has a directive on automated decision-making that requires
departments to conduct algorithmic impact assessments. But the compliance and
transparency around it is inconsistent. The Treasury Board maintains a list of Al use
cases but it is incomplete. Most Canadians have no idea whether Al was involved in
processing their tax return, evaluating their El claim, or flagging their immigration
application. We do not truly know how the government chooses to utilize Al in its
operations, and this is a core part of the problem.

The consultation being submitted here highlights the nature of the problem. The
Minister's sprint consultation demonstrated how poorly the process of consultation is
being handled. CanuckDUCK infrastructure is designed to not close the door on these
types of discussions. We can not handle the topics of Al with a finality when the exact



subject in itself is a moving target and continuously developing. We structure our forums
specifically using curated topics. The framework allows for expansion, and it is designed
to aid users in being able to return back to the topics of concern in a way that is clear
and concise and does not disappear over time.

In Ducklings, our educational website, we have connected our Al to real budget data of
the Canadian government, and designed it to be accessible. This allows students to
understand the connections of concepts to actual government operation and the data is
not hidden in documentation that is difficult to find. We value transparency in all of our
operation, existing to connect people to the country and world around them that is often
hidden or obscured.



Topic 6: Substantive Equality, Discrimination &
Hate-Based Oppression

Al can aid in the alleviation of inequality, but it is not absolute. There are biases that
exist purely because of the sources of training data in large scale LLMs. Careful
framework of prompt engineering applied to the models can help, but the outcome of
user interaction largely remains unknown unless conducted with rigorous equalized
testing conditions.

In CanuckDUCK, we have attempted to further mitigate this risk by ensuring that, based
on census and postal code data, every community has a persistent infrastructure for
collaboration and discourse. This means that a community like Beaver Ranch 163 has
just as much infrastructure as Calgary and that involvement in the initiative provides
representation. The reality is however that the platform's existence does not guarantee
participation by the communities it is designed to serve. However, the geospatial design
ensures that the opportunity does exist.

Topic 17: Economic Implications

The question of whether there is an Al bubble is important, however the strategy that
Canada takes in mitigating risks and following along a developed strategy is far more
important than the nature of a bubble. The United States has, and continues to, spend
billions upon billions of dollars towards Al development. The company at the forefront of
Al, NVIDIA is valued at 4 trillion dollars. Multi-billion dollar deals are being conducted
every day. When companies with billions in funding offer Al-enhanced services at
subsidized or loss-leader pricing, smaller players and domestic developers can not
compete on cost. The real question is how far does Canada want to jump down that
rabbit hole. Al is here, and everyday research and development is pushing it further and
further to the point where our prior benchmark, Moore's Law is now very much in
guestion of validity. The real question becomes, are we pushing beyond our means in
the pursuit of AGI, or should we be scaling back and treating Al as a functional tool that
can be managed. As a representative of CanuckDUCK, | will argue that there is no
immediate need for AGI in Canada at this time, and that we need to be approaching
research in Al from the safety perspective more than the promise of artificial general
intelligence.

We do not claim to be at the forefront in the technological space. The entire ecosystem
of CanuckDUCK was developed on our own existing on recycled Dell R720 servers with
a mission to provide the functions in society that we have long felt were missing.
Infrastructure built on recycled servers and local inference will continue to operate while
organizations dependent on VC-subsidized services face disruption. We have tried to



bridge the many gaps of the Canadian democratic system, identify and mitigate pain
points, and develop a way that can represent all of the people in Canada without bias
and with the intent for good.

Topic 21: Al Regulation & Lawmaking

There are many lessons that should be learned from previous technology hype cycles.
Network shutdowns due to technology shifts in the mobility space, the rise and fall of
Nortel Networks, the dot com burst, vendor selection based on cost over function
leading to the risk of exploits in national security in the case of Huawei. Canada is
reliant to a significant degree on other nations for its infrastructure. This complicates
how we approach the subject. It does not mean that we should not recalibrate our own
priorities in the space. We need to take the pragmatic approach designing and building
with purpose and function and not push into the highly volatile bleeding edge of the
technology.

Rural communities need to be considered in the solutions. The discussion of the
building of large scale data centers is not in major cities. It is in rural communities
because we have first hand experience in the knowledge that the data centres operating
at the levels required are very disruptive. The implications on power usage, the impact
to local wildlife, and the impact of resources required to build such monoliths are
substantial. We as Canadians should not prioritize cost over sovereignty.

Many of the design choices that were made in the CanuckDUCK ecosystem were
specifically meant to be transparent and auditable while preserving the rights of all
Canadians. We believe that the difference in our approach was building it in mind
without trying to wait for the regulation to catch up. Transparency is effective when it is
embedded as an architectural process and built into the design, but it becomes
performative when it is applied as regulation.



Conclusion

The People's Consultation on Al exists because the process that preceded it failed to
represent the breadth of Canadian voices that deserve to be heard on these issues.
CanuckDUCK Research Corporation was built on the same conviction: that democratic
infrastructure must be persistent, transparent, accessible, and designed to serve all
Canadians regardless of geography, social status, or political affiliation.

Throughout this submission, we have drawn on operational experience deploying civic
technology that uses Al as one tool among many in service of human democratic
participation. We have shared original research findings from experiments with Al
agents in democratic discourse. We have been candid about what works, what does
not, and where the limits of technology-based solutions lie. We have named specific
technologies, specific companies, and specific failures because the consultation asked
us to, and because transparency demands it.

The critique of the 30-day consultation window is valid, but it points to a deeper
problem: Canada has never had persistent infrastructure for ongoing civic engagement
and policy discussion. Consultations open and close. Surveys capture a point in time.
Elections happen every few years. Between these moments, there is no structured
mechanism for communities to develop informed positions, track the cascading impacts
of policy decisions, or hold their representatives accountable with evidence.

CanuckDUCK was built to fill that gap. We offer our infrastructure and our experience to
this initiative and to the ongoing work that follows it. The conversation about Al and
Canadian society should not end on March 15, 2026. We have built the infrastructure to
ensure it does not have to.



