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Transparency & Accessibility Disclosure

I am a Black woman of mixed heritage, a second-wind entrepreneur, and I live with chronic illness in rural
Nova Scotia on unceded Mi'kmaq lands (Mi'kma'ki).

mailto:Bernadette.Rousseau@outlook.com


The guidelines for this consultation recommend against the use of generative AI in drafting. I am
choosing to respectfully challenge the ableist assumptions inherent in that recommendation. For a
person living with chronic illness, AI is a vital assistive technology. It functions as a cognitive prosthetic
that allows me to translate my lived expertise into a formal format without the physical and mental toll
that often excludes disabled and marginalized voices from the democratic process.

This submission represents my original intellectual property and professional judgment. AI was used as
an accessibility tool to support outlining, plain-language editing, and research verification. I reviewed
and edited the text for accuracy and alignment with my values. I did not provide the tool with
confidential personal information. I take full responsibility for the content.

To prohibit AI in this context is to silence the very witnesses Canada most needs to hear from. This
submission is itself evidence that ethical, proportionate AI use can expand civic participation and reduce
inequities in who gets to be heard.

Executive Summary

Canada stands at a critical juncture in AI governance. While federal institutions operate under the
Treasury Board Secretariat (TBS) Directive on Automated Decision-Making, the private sector and non-
profit organizations—where many Canadians interact with AI daily—operate in a governance vacuum.
This creates a two-tier system: rigorous oversight for government AI, but minimal protection where it
matters most for vulnerable populations.

This submission proposes a national governance baseline that is:

Equity-centred: Explicit attention to equity-deserving populations and intersectional impacts
Proportionate: Matching tools to tasks, using AI only when genuinely appropriate
Sustainable: Acknowledging AI's environmental and resource costs
Implementable: Building on existing Canadian best practices

Three Core Arguments:

1. Equity must be explicit, not optional. High-impact AI systems require mandatory equity impact
assessments, intersectional analysis, and meaningful community participation.

2. Indigenous engagement must move from consultation to partnership. Where AI affects
Indigenous peoples, lands, rights, or data, governance must recognize Indigenous Nations as
rights-holders and decision-makers.

3. Proportionate use must become a governance principle. Organizations must demonstrate that
AI is the appropriate tool—not simply the available one—and that simpler alternatives have been



considered.

Finally, this submission argues that ethical AI can expand civic participation—particularly for people living
with chronic illness, disability, rural constraints, and other structural barriers—when used transparently
and with accountability.

Background: The Context and the Witness

Who Is Speaking

I am Bernadette Rousseau, a Black woman of mixed heritage living with chronic illness in rural Nova
Scotia on unceded Mi'kmaq lands (Mi'kma'ki). I bring 25+ years of experience in legal administration,
case management, and procedural fairness within the Canadian court system, including work
transitioning Federal Court practices toward nation-to-nation relationships with Indigenous peoples.

As founder of Salt & Serenity, a formation-first ethical AI consultancy, I work with organizations serving
equity-deserving populations to implement AI governance that protects rather than harms. My work
centers consent, capacity, and community—insisting that technology should protect human dignity, not
deplete it.

Why This Matters Now

AI tools are being deployed rapidly across sectors that directly affect people's lives: employment services,
housing supports, healthcare access, disability benefits, settlement services. Many deployments occur
outside the scope of federal oversight, in organizations that lack resources for robust governance.

The people most affected by AI decisions—racialized communities, Indigenous peoples, people with
disabilities, newcomers, low-income populations—are least likely to know AI was involved, least able to
challenge errors, and least positioned to demand accountability.

The urgency is clear: AI can scale benefits, but it can also scale discrimination and administrative harm.
The best time to prevent harm is before deployment, not after a scandal.

The Problem: A Governance Gap

Strong Public Sector Standards, Limited Reach



Canada's TBS Directive on Automated Decision-Making provides a risk-tiered approach: assess impact,
apply proportionate safeguards, document, test, and monitor. This represents practical, operational
governance.

However, its scope is largely limited to federal institutions. High-impact AI deployments in contracted
services, private businesses, non-profits, and agencies operate with fragmented obligations—privacy
laws, human rights protections, accessibility requirements, and Québec's Law 25—but no consistent AI-
specific governance baseline.

Who Falls Through the Gap

Organizations most urgently needing governance support are precisely those serving the most
vulnerable:

Settlement and immigrant-serving agencies using AI-assisted intake, eligibility screening, and
case management—serving clients facing language barriers and power imbalances
Community health centres integrating AI diagnostic support, patient intake, and telehealth—
serving Indigenous communities, people with disabilities, elderly populations
Disability service providers using AI for eligibility assessment and case monitoring—creating risks
of inaccessible systems and inappropriate surveillance
Small businesses integrating chatbots, hiring tools, and customer service AI without awareness of
equity implications

These organizations are making AI adoption decisions now, largely without equity-informed guidance.

The Human Rights Dimension

Canadian human rights law prohibits discrimination in services and employment. These protections apply
to AI-assisted decisions. But documented examples of algorithmic harm in Canada demonstrate the gap
between rights on paper and rights in practice: differential facial recognition accuracy across skin tones,
concerns about immigration decision tools, systemic patterns in automated hiring disadvantaging
women and racialized people.

A Practical Proposal: National Baseline for High-Impact AI

Define High-Impact by Consequences

AI governance should focus on impact, not novelty. "High-impact AI" includes systems that influence:



Access to essential services or benefits
Employment and hiring decisions
Housing access
Credit and insurance decisions
Healthcare access and triage
Child and family welfare
Immigration outcomes
Education access or discipline
Significant surveillance or biometric identification

Adopt a Tiered Approach

Canada should establish a national baseline built on:

Impact assessment (AIA-style scoring)
Required safeguards by tier (human oversight, transparency, appealability, testing, monitoring)
Documentation and traceability (versioning, change logs, incident logs)
Independent review for higher-tier systems
Accessibility and equity obligations embedded throughout
Environmental and resource considerations as part of assessment

Equity and Human Rights: Make It Explicit

Minimum Equity Requirements for High-Impact AI

For any high-impact AI system (public or private), require:

1. Equity Impact Assessment before deployment
Identify equity-deserving populations likely affected
Document plausible harm pathways
Test and monitor for disparate outcomes
Publish plain-language summary

2. Intersectional analysis (GBA+ approach) assessing intersectional scenarios, not just single-axis
categories

3. Accessibility-by-design ensuring affected people can understand processes, access alternatives,
and obtain human review without digital barriers

4. "Nothing about us without us" participation requiring meaningful input from affected
communities before deployment, including compensation



Proportionate AI: Stewardship of Computational Resources

The Problem: AI as Default, Not Choice

There is a growing assumption that AI should be used for everything. This assumption carries significant
costs:

Environmental costs: Training and running large AI models requires enormous energy and water
[1][2]
Cognitive costs: AI tools add complexity, new failure modes, new dependencies
Economic costs: AI solutions often cost more than simpler alternatives
Opportunity costs: Resources spent on unnecessary AI are resources not spent on proven, human-
centered solutions

The Principle: Just Because You Can Doesn't Mean You Should

Canada's AI governance framework should include a proportionality requirement: organizations must
demonstrate that AI is the appropriate tool—not simply the available one.

Proportionality is foundational in Canadian law:

In medicine: "Use the least invasive effective treatment"
In law: "Proportionality of remedy to harm"
In environmental regulation: "Minimize impact; restore what you disturb"
In Indigenous worldviews: "Think seven generations ahead"

Proportionate AI applies this logic to computational resources:

Match the tool to the task. Use AI when genuinely appropriate. Choose simpler alternatives when
they exist. Treat computational power as a finite resource to be stewarded, not a default to be
deployed.

Why This Matters for Equity

The people most harmed by AI hype are often equity-deserving populations:

Small organizations serving vulnerable communities are pressured to adopt AI they don't need,
can't afford to maintain, and lack capacity to govern
Low-income individuals are pushed toward AI-mediated services when human contact would be
more effective and dignified



Rural and remote communities bear infrastructure costs (mining, energy, water) of AI systems
designed for urban markets
Indigenous communities see their lands and resources extracted for technologies that often
exclude or harm them

Proportionate AI is an equity issue. A governance framework that doesn't address it is incomplete.

The Appropriateness Assessment

Before deploying AI, organizations should answer:

1. Is there a non-AI solution that achieves the same goal?
A spreadsheet, checklist, phone call, standard search, human conversation?
If yes, why is AI being chosen instead?

2. What are the true costs of this AI deployment?
Environmental (energy, water, hardware lifecycle)
Cognitive (learning curve, maintenance burden, failure modes)
Economic (licensing, integration, ongoing support)
Social (job displacement, relationship displacement, trust erosion)

3. Who bears those costs?
Are costs falling on the deploying organization—or the communities it serves?
Are environmental costs externalized to communities that will never benefit?

4. Is AI adding genuine value—or just complexity?
Does the AI solution work better than the non-AI alternative?
Or is it being adopted because it's trendy or "everyone else is doing it"?

Organizations unable to answer these questions satisfactorily should not deploy AI for that use case.

The Entertainment and Convenience Problem

Significant current AI use is entertainment and convenience: generating images for social media, using
chatbots for queries a search engine handles better, automating tasks that take seconds manually.

This submission does not propose restricting such uses. Agency matters. People have the right to use
tools as they choose.

But this submission does propose transparency and education:

Users should know the costs. When using an AI tool, people should understand it consumes
more resources than simpler alternatives



The "AI-first" narrative should be challenged. Government, educators, and civil society should
resist commercial framing that AI is always better, always necessary, always the future
"Right-sized technology" should be normalized. The goal is not maximum AI adoption but
appropriate technology for the task

Canada has an opportunity to lead on this. While other jurisdictions race to adopt AI at maximum speed,
Canada can model deliberate, proportionate, sustainable AI governance.

Indigenous Engagement: From Consultation to Partnership

Canada cannot build legitimate AI governance while repeating familiar patterns: extracting knowledge
from Indigenous communities without shifting power, resourcing participation, or honoring Indigenous
jurisdiction.

Indigenous engagement must not be a checklist item. Where AI systems affect Indigenous peoples,
lands, rights, services, or data, governance must be co-developed in ways that recognize Indigenous
Nations as rights-holders and decision-makers.

The "Stop and Partner" Requirement

For high-impact AI systems, Canada should require a Stop and Partner approach whenever Indigenous
peoples are affected:

Stop: If the system uses Indigenous peoples' data, targets Indigenous communities, is deployed in
Indigenous service contexts, or could reasonably produce disproportionate impact, the proponent
must pause deployment until Indigenous governance pathways are established
Partner: The proponent must work with relevant Indigenous Nation(s) to determine:

Whether the project should proceed
What consent and governance conditions apply
What data sovereignty principles apply (Nation-specific)
What benefits flow back to community
What oversight, auditing, and stop authority mechanisms exist

This is not only about "including Indigenous voices." It is about Indigenous jurisdiction and
governance shaping what is built, how it is used, and what happens when harm occurs.

What Meaningful Engagement Requires



If Canada uses the language of "consultation," it must define it to prevent performative engagement. At
minimum, meaningful engagement requires:

Compensation and resourcing: Community members and governance bodies must be paid for
time and expertise
Co-authorship and editorial control: Indigenous partners must have real co-authorship authority,
not just feedback opportunities
Governance and decision rights: Indigenous Nations must have authority over data use
conditions, oversight, and ability to pause or stop harmful deployments
Transparency and accountability: Engagement results must be documented and communicated
back to communities, including what changed as a result
Long-term relationships: Engagement must include ongoing monitoring, incident response
participation, and periodic review

The Environmental Justice Connection

The environmental costs of AI infrastructure—mining for rare earth minerals, energy consumption, water
use, electronic waste—disproportionately affect Indigenous communities globally [3][4]. In Canada,
resource extraction for technology hardware often occurs on or near Indigenous lands.

Proportionate AI is therefore also an Indigenous rights issue. Reducing unnecessary AI deployment
reduces demand for infrastructure that harms Indigenous communities. This connection should be
explicit in Canada's AI governance framework.

Transparency, Explanation, and Contestability

In high-impact contexts, people must be able to:

Know AI is being used
Understand what it is doing at a plain-language level
Request human review
Challenge errors without penalty
Access meaningful explanation of main factors affecting outcomes

Québec's Law 25 provides a concrete template for exclusively automated decisions [5]. A national
baseline should extend similar protections to high-impact contexts, including where AI strongly shapes
human decisions (not only where it is exclusive).



Procurement and Funding: The Fastest Path to Change

Legislation takes time. Procurement and funding conditions can move faster.

Government Procurement

Governments should require vendors to provide:

Plain-language documentation ("system cards")
Bias testing evidence and known limitations
Change notification for model updates
Audit rights and access to logs
Data location and cross-border processing disclosures
Support for explanation and human review processes
Environmental impact disclosure (energy consumption, data center locations, hardware lifecycle)

Funding Conditions for Service Providers

Where governments fund non-profits or private providers for public-facing services (settlement,
employment, housing, disability services), AI governance conditions should require:

Risk-tiered assessment
Transparency and appeal processes
Accessibility requirements
Equity impact assessment
Independent review for high-impact uses
Appropriateness justification (demonstrating AI is the right tool, not just the available one)

This approach would rapidly improve protection for equity-deserving communities while longer-term
legislation develops.

Ethical AI as an Accessibility Tool

I want to address a common assumption: that people should not use AI tools when participating in
policy processes. I understand the concern—AI can introduce inaccuracies, obscure authorship, and be
misused.

However, ethical use of AI can expand public participation.



As a Black woman living with chronic illness (ME/MCAS) in rural Nova Scotia, my capacity fluctuates.
There are days when drafting, revising, and formatting a long policy submission is not possible without
support. When used transparently and responsibly, AI can function as an accessibility tool—helping
people like me participate within our capacity, rather than being excluded by exhaustion, pain, time, or
geography.

The key is not "AI vs. no AI." The key is: disclosure, accountability, proportionality, and integrity of
process.

This submission itself is an example of proportionate AI use:

AI is genuinely the appropriate tool here—it enables participation that chronic illness would
otherwise prevent
I am not using AI for a task a search engine could handle. I am using it to structure complex policy
analysis while managing a body that does not cooperate with deadlines
The ideas, positions, and recommendations are mine. The AI assisted with organization, plain-
language editing, and accessibility
I take full responsibility for the content

Policy processes should encourage broad participation and should not create informal barriers that only
people with certain health, time, and institutional support can overcome. At the same time, policy
processes should model proportionate use—demonstrating that AI is a tool to be chosen deliberately,
not a default to be assumed.

Recommendations

Equity and Human Rights (Immediate: 0-12 months)

1. Adopt procurement clauses for AI transparency and auditability across federal departments,
and encourage provinces and municipalities to mirror them.

2. Attach AI governance conditions to funding for public-facing service delivery organizations
using AI in high-impact contexts.

3. Fund community-led capacity for equity-deserving populations, including funded Indigenous
governance participation and oversight.

4. Publish a model "Responsible AI Implementation Kit" (open access) operationalizing equity,
accessibility, privacy, explanation, appeal, monitoring, incident response, and stop authority.

Indigenous Partnership (Immediate and Ongoing)



5. Adopt "Stop and Partner" as a binding requirement for any AI system affecting Indigenous
peoples, communities, or data—with funded Indigenous governance participation and decision-
making authority.

6. Resource Indigenous AI governance capacity through dedicated funding for Indigenous Nations
and organizations to develop their own AI governance frameworks, conduct OCAP®-compliant
reviews, and participate as paid partners in oversight processes.

7. Recognize Indigenous jurisdiction over Indigenous data in any federal AI governance
framework, with explicit reference to OCAP® and other Indigenous data sovereignty principles.

Proportionate AI and Environmental Stewardship

8. Require "appropriateness justification" for high-impact AI deployments: Organizations must
demonstrate that AI is the appropriate tool—not simply the available one—and that simpler,
proven, less resource-intensive alternatives have been genuinely considered.

9. Include environmental impact in AI impact assessments: Energy consumption, water use,
hardware lifecycle, data center locations, and supply chain considerations should be part of any
comprehensive AI assessment.

10. Challenge the "AI-first" narrative in public communications: Government, educators, and civil
society should actively promote "right-sized technology"—matching the tool to the task—rather
than assuming AI is always better.

11. Require environmental disclosure from AI vendors as a condition of government procurement:
energy consumption per query/transaction, renewable energy use, water consumption, and
hardware sourcing.

Governance Framework (Medium Term: 12-36 months)

12. Create a Canada-wide "high-impact AI" governance baseline using a risk-tiered model (AIA-
style), applicable to private-sector high-impact systems.

13. Require equity impact assessments (including intersectional analysis) for high-impact AI before
deployment, with public summaries.

14. Mandate meaningful human review and contestability in high-impact contexts, including where
AI meaningfully shapes outcomes even if not "exclusive."

Long-Term (36+ months)

15. Establish enforceable oversight and audit mechanisms for high-impact private-sector AI, with
remedies and penalties proportionate to harm.

16. Harmonize AI-related rights (notice, explanation, review) so protections do not depend on postal
code.



17. Integrate AI governance with climate and sustainability policy: Recognize that AI infrastructure
has environmental costs and that proportionate AI use is a climate issue.

Conclusion: From Politeness to Protection

Canada is known for being polite. We apologize when we bump into someone. We hold doors. We say
"sorry" when someone else steps on our foot.

But in the rink of the digital economy, politeness is not a defense. It is a liability.

We have been polite while algorithms denied disability benefits to people who couldn't fight back. We
have been polite while facial recognition misidentified Black and Indigenous faces. We have been polite
while AI tools were deployed in high-impact contexts with no governance, no accountability, no
recourse.

It is time for Elbows Up.

Attributed to Canadian hockey legend Gordie Howe, "Elbows Up" embodies the necessity of holding
one's ground to protect the team. In hockey, playing with elbows up was not about attacking first; it was
about controlled defense—carving out space for teammates and fending off bullies without unnecessary
violence.

In the context of AI governance, "Elbows Up" means:

We stop being passive consumers of whatever technology is pushed at us.
We carve out space for the vulnerable.
We defend our communities from the bullies of surveillance, bias, and ungoverned automation.

We don't need to attack the technology. We just need to raise our elbows, establish our blue line, and
say:

"You can play here, but you play by our rules."

Proportionate. Governed. Equity-centred. Practical.

Canada does not need to choose between innovation and rights. It needs governance that is operational,
equity-centred, proportionate to harm, and sustainable for the planet.

The best time to prevent AI harms is before deployment, not after a scandal.

Just because we can doesn't mean we should. That principle—applied with wisdom, not fear—can
make Canada a global leader in AI governance that actually serves people.



The tide is coming in.

Put your elbows up.

Submitted in the spirit of formation, protection, and hope.

Bernadette Rousseau
Salt & Serenity
Mi'kma'ki (Nova Scotia)
March 2026

I welcome the opportunity to contribute to working groups developing the national baseline outlined
herein, and can be reached at Bernadette.Rousseau@outlook.com.

Appendices & References

Appendix A: Process and Disclosure

Process and disclosure: I used an AI writing assistant (Claude) to support outlining, plain-language
editing, research verification, and accessibility. The ideas, lived experience, positions, and
recommendations are mine. I reviewed and edited the text for accuracy and alignment with my values. I
did not provide the tool with confidential personal information or private community information. I take
full responsibility for the content.

Why I used AI assistance (and why it is proportionate):

As a Black woman of mixed heritage living with chronic illness in rural Nova Scotia, participating in
national policy processes is constrained by health, energy, time, and access barriers. Using AI ethically—
transparently and with accountability—helps me participate within my capacity.

This is a concrete example of proportionate AI use:

AI is the appropriate tool for this task. Without it, this submission would likely not exist—not
because I lack the expertise, but because my body does not cooperate with the demands of policy
deadlines.
I am not using AI where a simpler tool would suffice. A Google search cannot structure a
comprehensive policy submission. A checklist cannot synthesize legislative analysis with lived
experience witness. This task genuinely benefits from AI assistance.
The AI did not replace my judgment. It extended my capacity. The difference matters.

mailto:Bernadette.Rousseau@outlook.com


This submission is itself evidence that ethical, proportionate AI use can expand civic participation and
reduce inequities in who gets to be heard.

Appendix B: About the Submitter

Bernadette Rousseau is a second-wind entrepreneur, formation-first consultant, and founder of Salt &
Serenity, an ethical AI operations consultancy based in Mi'kma'ki (Nova Scotia).

She brings 25+ years of experience in legal administration, case management, and procedural fairness
within the Canadian court system—including work transitioning Federal Court case management
practices from ongoing colonialism toward nation-to-nation relationships with Indigenous peoples.

She is a Black woman of mixed heritage navigating chronic illness while building systems that work for
tired bodies and healing communities. Her work centers consent, capacity, and community—and insists
that technology should protect human capacity, not deplete it.

She lives and works on the unceded lands of the Mi'kmaq, known as Mi'kma'ki, and is committed to
building relationships with the Mi'kmaq Nation that move beyond consultation toward genuine
partnership.
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