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Executive Summary 
Canada stands at a technological crossroads in 2026. While AI holds transformative potential for the 
economy, the gap in current regulations and legal frameworks is stalling deployment. The current AI 
regulations in the EU, Canada, and the US predominantly focus on ensuring fairness and transparency 
during development and deal with AI disclosures and accountability from industry, product developers, 
businesses, etc., but they lack comprehensive liability and post-deployment mechanisms to address 
unintended harms caused by AI systems.  
 
It is essential to recognize that AI systems can hallucinate, output false information, and cause 
unintended harm/risk to end-users/consumers, such as financial loss due to flawed AI-driven financial 
advice or reputational damage from AI-generated defamatory content. Current legal frameworks do not 
address situations when AI systems unexpectedly malfunction, especially when faced with situations 
outside their training data.  
 
Small and medium enterprises (SMEs) face a double bind: they lack the technical resources to audit 
complex "black-box" models, yet they risk existential liability if those models malfunction. This memo 
outlines a policy proposal to establish a structured AI liability mechanism and post-deployment 
framework that ensures accountability, mitigates risks, and fosters public trust in AI technologies. By 
integrating forensic technical standards (Latent Attribution Protocol (LRA)) with adaptive legal 
protections, we can transform AI risk from an "uninsurable" unknown into a predictable, manageable 
business variable. 
 

Key Pillars of the Framework 
●​ A "Causality-Based" Burden of Proof: To protect consumers without crushing developers, the 

framework shifts the burden of proof. Once a consumer demonstrates a causal link between the 
AI and the harm, the burden shifts to the provider or modifier to prove, via the LRA Protocol, that 
they were not responsible for the defect. 

●​ Proportional Tiered Responsibility: Liability is distributed across the supply chain based on 
the degree of control and the nature of the harm.  

●​ The Latent Risk Attribution (LRA) Protocol: This forensic "DNA test" for AI replaces fragile 
non-replication tests. It uses a multi-stage process—from black-box baseline tests to gray-box 
"Internal Scans"—to technically determine if a harmful behaviour was introduced by a modifier 
or merely revealed from a latent flaw in the foundation model. 

●​ The AI Ombudsperson & Incident Registry: An independent oversight body will maintain a 
centralized, publicly accessible AI incident database. This office serves as a "Dispute Resolution 
Hub," providing objective forensic assessments that lower legal costs for both SMEs and 
consumers. 

●​ The SME Shield (Safe Harbours & Incentives): To prevent stifling innovation, the framework 
establishes robust "Safe Harbours" for companies that proactively implement safety best 
practices and transparency. It further supports SMEs through financial incentives, such as tax 
breaks and grants, to offset the costs of compliance and safety research. 

 



By establishing clear regulations and "rules of the road," Canada can solve the current liability problem 
and the insurance impasse and lead the G7 in responsible AI adoption. This framework ensures that 
technological leadership is defined not just by speed, but by the trust and sustainability required for 
long-term economic growth 

Background/Issue 

Existing regulations lack precise consumer redress mechanisms for AI-related harms and do not 
recognize the various types of AI harms, such as financial, psychological, reputational, and safety risks. 
Existing legal structures place a high burden on consumers to prove negligence/intent by AI 
companies. AI systems are often integrated into complex processes, making the establishment of the 
causal link between AI's output and the harm caused challenging. For example, in a self-driving car 
accident, it is difficult to prove AI’s contribution to the negative outcome,  given that multiple sensors 
and systems are involved.  

Current established guidelines provide no clarity on whether liability falls on the provider of the 
general-purpose AI model, the provider of the AI system, the deployer, or other supply chain actors. 
Current regulations do not have a strong post-deployment framework, and there exists no standardized 
system for AI developers and operators to report failures and corrective measures. 

 

To address these gaps, Canada must implement adaptive, consumer-centric post-deployment 
frameworks prioritizing accountability and harm mitigation. Creating robust AI liability laws and a 
comprehensive post-deployment framework would ensure transparency and establish accountability, 
increasing trust in AI governance systems. 

Policy Recommendations 

Accessible Consumer Redressal Mechanisms:  
Current legal frameworks also place a high burden of proof on the consumer/end-user. Proving 
harm/liability by AI companies is complicated, as traditional legal frameworks often require 
demonstrating negligence or intent, which would be nearly impossible or very difficult for 
consumers/end-users, given AI systems' complex and opaque nature. Consumers are usually unaware 
of the AI system's functioning, given the black-box nature of its algorithms, making it difficult to 
understand how a decision is made and whether it contributed to any harm. 

Shifting the Burden of Proof 
One of the biggest challenges for consumers is establishing causality in AI-related harm cases. To 
address this, Canada should amend the Consumer Protection Act to incorporate AI-specific liability 
and endorse the principle that consumers should only be required to demonstrate a causal link between 
the AI system and the harm suffered instead of proving intent or negligence by the AI system. Canada 
should also promote research and development in Explainable AI (XAI) and establish standards for its 
use in legal proceedings to assist in establishing causality in AI-related harm cases. 

Shifting the burden of proof from consumers to AI companies is necessary because consumers usually 
lack the technical expertise and resources to investigate complex AI systems, and it also incentivizes 
the development of trustworthy AI systems. Consumer redressal mechanisms should also establish 
presumptions of liability by AI companies, similar to the EU Product Liability Directive in cases when: 

 



●​ The causal link between damage and defectiveness is difficult to prove. 
●​ The AI system is opaque, i.e., there are no accessible AI system logs, no independent safety 

audits/certifications, and/or the deployer refuses to explain. 
●​ Defectiveness of AI products, i.e., evidence of repeated malfunctions or similar harms. 

Tiered Burden of Proof Framework  
Shifting the burden of proof is only meaningful if the evidentiary standard that applies once the burden 
has shifted is clearly specified. Legal frameworks should establish a tiered burden of proof approach 
based on the risk of the AI applications, similar to the risk framework adopted by the EU AI Act : 

●​ For low-risk AI applications (e.g., chatbots, recommendation systems), Consumers must 
demonstrate harm and a causal link to the AI system. Once the consumer has demonstrated a 
causal link, the AI company must rebut liability on a balance of probabilities, demonstrating that 
its system performed within documented and disclosed operating parameters at the time of the 
harm. 

●​ For medium-risk AI (e.g., hiring tools, automated customer service), Developers assume 
liability unless misuse by deployers is proven. The AI company must demonstrate, on a clear 
and convincing standard, that it conducted appropriate pre-deployment testing according to the 
risk class, the harm was not within the foreseeable failure modes identified in its risk 
assessment, and it had implemented proportionate safeguards. 

●​ For high-risk AI applications (e.g., medical diagnostics, finance, policing and 
autonomous vehicles.) Companies must prove that all reasonable safeguards are in place to 
mitigate risks, where companies bear full responsibility regardless of intent. The AI company 
bears the burden of proving, on a clear and convincing standard, that all reasonable safeguards 
were in place and that the harm arose from a cause that could not have been identified or 
mitigated through the exercise of reasonable care consistent with the state of the art at the time 
of deployment. "State of the art" should be defined by reference to published standards from 
recognized bodies, including ISO/IEC 42001:2023, NIST AI RMF, and any standards 
subsequently issued by the proposed AI oversight body. 

●​ The oversight body should publish and update annually a "Standard of Care Register" 
cataloguing what constitutes reasonable safeguards for defined categories of AI applications. 
The register serves two functions: providing AI companies with compliance benchmarks and 
giving courts a non-partisan technical reference point, reducing reliance on competing expert 
testimony. 

●​ For cases involving deceptive AI practices, Developers must prove that their models did not 
intentionally manipulate, deceive, or mislead users. 

AI Ombudsperson Office 
Canada should establish an independent AI-specific ombudsperson office modelled after the Office of 
the Privacy Commissioner. This office would have binding regulatory authority to issue compliance 
directives such as fines, corrective measures, and system bans. Existing consumer protection agencies 
would oversee the AI Ombudsperson offices.  

●​ The AI Ombudsperson office would be responsible for investigating consumer complaints and 
ensuring fair dispute resolution.  

●​ They would also create a user-friendly online platform for consumers to easily report AI-induced 
harm and file claims.  

●​ The AI Ombudsperson office provides objective assessments in liability cases and recommends 
enforcement actions to regulators. 

 



●​ To bridge the gap between technical complexity and consumer protection, the framework 
establishes the AI Dispute Resolution Hub, housed within the Office of the AI Ombudsperson. 
This body acts as a "Regulatory Arbitrator" through mediation and binding arbitration to resolve 
AI liability disputes quickly and efficiently, before they escalate into prolonged court battles. 

The liability laws should establish regulatory guidance clarifying the types of evidence required to 
establish liability, such as: 

●​ AI System logs: AI companies should maintain system logs to provide insight into the AI 
decision-making process. 

●​ Expert testimony: Independent AI experts to interpret the technical aspects of the system and 
explain how it might have contributed to the harm. 

●​ Independent audits and certifications: These can provide an objective assessment of the AI 
system's safety and reliability. 

●​ Explainable AI: Use of Explainable AI to establish causality. 

Funding and Independence 

The AI Ombudsperson Office must be structurally and financially independent of both the AI industry 
and the government departments it oversees. Structural independence should be modelled on the 
Office of the Privacy Commissioner, with the Ombudsperson appointed on the advice of Parliament for 
a fixed, non-renewable term. 
 
To ensure financial independence, the AI Ombudsperson office needs a dedicated funding stream not 
subject to annual appropriation cycles that could be used to constrain the office's investigative activities. 
The base operating budget should be funded through a graduated annual levy on AI companies 
operating in Canada, scaled according to the volume of AI-driven decisions affecting Canadian 
residents and the risk tier of the applications involved. 

●​ Companies deploying low-risk AI applications should pay a nominal registration fee.  
●​ Companies deploying medium or high-risk applications should pay a proportionate levy, with a 

cap designed to prevent the levy from constituting a barrier to entry for SMEs.  
●​ Large FM providers whose models are deployed across multiple Canadian supply chains should 

pay the largest share, reflecting the systemic risk they introduce.  
 
 

AI Harms and Liability Framework: 
Current legal and liability frameworks do not recognize the various harms/losses suffered by 
consumers. Canada should establish a working group to develop model legislation for expanding 
liability laws to cover the types of AI-related harm outlined in this memo, including emotional distress, 
discrimination, and loss of autonomy. Canada should also mandate that AI developers disclose 
potential harms in their AI risk assessments and model documentation during the safety audit. The AI 
harms are classified into tangible and intangible harms based on the MIT AI Risk Repository and CSET 
AI Harm Framework.  
 

 

Tangible (immediate, direct, and individual harms) AI Harms and Definitions 

Types of AI 
Harms Definition Examples 



 
Intangible (indirect, long-term consequences, societal implications) AI Harms and Definitions 

Types of AI 
Harms Definition Examples 

Erosion of Trust 

The decline in public confidence in institutions, media, and 
technology due to AI-generated errors, biases, or unethical 
use. 

Deepfake videos undermining credibility in 
journalism and official communications. 

Violation of 
human or 
civil rights 

The use of AI in ways that infringe on fundamental rights 
such as privacy, freedom of expression, or 
non-discrimination. 

Predictive policing systems that unfairly target 
certain racial or ethnic groups, violating the right to 
equal treatment. 

Exacerbation of 
inequality 

AI reinforcing or worsening existing social, economic, or 
political disparities by favouring privileged groups and 
disadvantaged others. 

AI-based healthcare diagnostics performing worse 
on minority populations due to 
non-representative training data. 

Threats to 
democracy 

The use of AI to manipulate political discourse, suppress 
votes, or influence elections to weaken democratic 
processes. 

AI-driven surveillance tools that are used to 
monitor and suppress political dissent. 

Bias and 
differential 
treatment 

AI systems exhibiting discriminatory outcomes due to 
biased data, flawed algorithms, or systemic inequities. 

Facial recognition systems that misidentify 
individuals of certain ethnicities at higher rates. 

Creation and 
spread of 
detrimental 
content 

The generation and rapid dissemination of false, 
misleading, or harmful content through AI, affecting public 
perception and decision-making. 

AI-generated deep fakes misattributing statements 
to public figures, fueling false narratives. 

 

Tiered AI Supply Chain Liability and Shared Responsibility Mechanism: 
Establishing a comprehensive liability will be a complex undertaking due to the complex technical 
nature of AI systems and the involvement of multiple parties in the entire AI supply chain. Considering 

 

Physical Harm Direct bodily injury or damage to property 

A self-driving car causing an accident, a robotic surgery 
malfunction, an AI-powered security system failing to prevent an 
intrusion. 

Financial Harm Economic losses due to AI systems 
An AI-powered loan application system unfairly denying credit, 
an AI-driven pricing algorithm unfairly inflates prices 

Reputational 
Harm 

Damage to someone's reputation caused by 
an AI system. 

An AI-powered social media moderation tool falsely accuses 
someone of hate speech, an AI-generated news article spreads 
false information. 

Emotional 
Distress Psychological harm caused by an AI system 

An AI chatbot used in mental health care provides inappropriate 
advice, an AI-powered surveillance system causing feelings of 
constant monitoring and anxiety. 

Discrimination 

Unfair treatment based on protected 
characteristics 
(race, gender, etc.) by an AI system 

An AI hiring tool biased against women, an AI-powered criminal 
risk assessment tool biased against certain racial groups. 

Privacy 
Violations 

Unauthorized access, use, or disclosure of 
personal data by an AI system 

An AI facial recognition system used without consent, an 
AI-powered smart home device collecting and sharing personal 
information without user knowledge 

Loss of 
Autonomy 

AI systems making decisions that 
significantly impact an individual's 
life without meaningful human oversight. 

An AI-powered welfare system denying benefits without human 
review, an AI-driven 
hiring system making final decisions without human input. 



the roles of various AI supply chain actors, G7 should establish a tiered and differentiated liability 
framework for AI systems. The diagram below shows different actors involved in the AI supply chain. 
 

 
 
The responsibility matrix table shows the level of responsibility for different types of AI Harms for 
various actors in the AI supply chain.  

 
 

 

 

 

 

 

Other AI Supply Chain Actors (e.g., third-party data providers and hardware manufacturers) may be 
liable when specific failures (e.g., incorrect training data or insecure infrastructure) contribute directly to 
the harm suffered by the end-user/consumer. 

Canada should implement shared liability mechanisms to ensure that liability is distributed 
proportionally based on the degree of control, autonomy of the actor, size of the company, etc. Shared 
responsibility applies to multiple actors liable for contributing to harm (e.g., model providers and 
deployers share responsibility for deceptive AI practices). The liability framework should mandate 
actors in the AI supply chain to carry mandatory insurance policies to cover potential liabilities. 

The liability frameworks should also include appropriate remedies for AI-related harm, including 
monetary damages and other forms of redress, including injunctive relief (ordering a company to stop 
using a harmful AI system). The liability frameworks should also recognize the possibility of multiple 
harms, both tangible and intangible ones. For example, In 2018, investigative journalists discovered 
that the Dutch Tax Authority had been using a risk prediction system to detect welfare fraud that 
 

Responsibility Matrix for AI Supply Chain Actors based on types of Harm 

Type of Harm AI Model Provider AI System Provider AI Deployer 

Bias/Discrimination High Medium Medium 

Inaccuracy/Errors High Medium Low 

Security Vulnerabilities High Medium Low 

Lack of Transparency Medium High Medium 

Deployment Risks Low Medium High 

Improper Use Low Low High 



wrongfully accused thousands of families of defrauding childcare benefits. In addition to terminating 
benefits payments and plunging thousands of households into debt (tangible harm in the form of 
financial loss), the model disproportionately accused immigrant families because it considered a 
second nationality a high-risk factor (intangible harm in the form of disparate treatment).  
 
AI Compensation Fund 
Canada should also establish an AI compensation fund, funded by levies from AI companies, for 
victims of AI-related harm, when establishing a single responsible party is challenging. The liability 
framework should also implement penalty-based compensation, where companies that violate safety 
regulations contribute to the AI compensation fund.  
 
A portion of the AI compensation fund shall be ringfenced to support the AI Ombudsperson Office to 
cover the costs of complex, multi-party investigations where the levy from AI companies alone is 
insufficient. 

Exemptions/Safe Harbours for Open-source / Non-profit / Research Models 
A strict and comprehensive liability framework might increase operating and compliance costs and 
make it difficult for small organizations to operate. To balance the need for AI safety and promote 
innovation and healthy competition, exemptions and safe harbours for open-source model developers, 
startups, small companies, non-profit and research organizations, and third-party developers are 
necessary. AI models purely used for research should be exempted from liability, and non-commercial 
AI applications should have limited liability.  
 

Tiered Liability Framework for Open-Source AI 
The liability framework should exempt open-source AI model developers if users deploy them in 
unforeseen or harmful ways unless negligence in safety testing is evident. For open-source models, 
liability shifts depending on the level of modification, deployment control, and intended use.  

Actor Liability Level Conditions 

Original Open-Source 
Developer 

Low If the model is released under a permissive license with 
disclaimers and no active control over its use. 

Modified Model Developer Medium If significant modifications are made, liability increases 
proportionally. 

Deployers (Companies, Public 
Agencies, etc.) 

High If they use the model in a commercial or high-risk setting (e.g., 
finance, healthcare, law enforcement). 

Third-Party Auditors Medium If they certify or provide safety assurances but fail to detect risks. 

To reduce liability risks, open-source developers seeking safe harbour protection should be required to 
publish, at a minimum: ​
(1) a model card documenting known limitations, training data characteristics, and identified failure 
modes; ​
(2) an explicit list of applications for which the model has not been validated and should not be used 
without additional safety evaluation; and ​
(3) a recommended deployment checklist. In high-risk applications, open-source developers should 
require license agreements, shifting liability to the deployer. This incentivizes responsible disclosure 
without imposing prohibitive compliance costs on small developers and researchers. 

 

 



 

Safe harbours 
The liability framework should also provide safe harbours for companies that proactively mitigate risks 
by implementing best practices in AI safety, transparency, and user warnings. This would also promote 
the development of responsible and safe AI models, improving public trust in AI systems. The liability 
framework should also exempt third-party developers if they operate AI systems strictly within 
pre-approved guidelines set by AI model providers. 
 
While some argue that strict liability could hinder innovation, the proposed safe harbours for companies 
that prioritize AI safety and transparency will mitigate this risk and promote ethical, trustworthy AI 
development.  

Scope of Safe Harbours:​
A critical distinction must be maintained throughout this framework: safe harbours and liability 
exemptions apply to actors based on their role and conduct, not based on the inherent risk level of the 
application in which a model is ultimately deployed. An open-source developer who releases a model 
responsibly — with documented limitations, risk disclosures, and safe deployment guidance — does 
not become retroactively liable because a downstream deployer uses that model in a high-risk context 
they did not anticipate and did not sanction. Liability in that scenario appropriately rests with the 
deployer. 

Conversely, a deployer who uses an open-source or low-cost model in a high-risk application — 
medical diagnostics, credit adjudication, criminal risk assessment — assumes the full liability that 
attaches to that application context, regardless of the licensing terms of the underlying model. The safe 
harbour protects responsible developers; it does not reduce the duty of care owed by those who 
choose to deploy AI in high-stakes environments. 

Liability for AI in the Public Sector  
AI is increasingly being deployed in the public sector to provide faster services and streamline 
operations. Compared to the private sector, the risk of AI harm in the public sector increases 
substantially, as people often cannot opt out of AI-driven decisions. Hence, it is essential to hold the 
government accountable.  
Public Sector AI Accountability Framework 

Government AI use 
case 

Liability Mechanism Example 

AI in Immigration & 
Welfare Decisions 

The government assumes full liability for errors 
and unfair decisions. Must provide human 
oversight and appeal mechanisms. 

If an AI system wrongfully denies a tax, visa, 
or social benefit, the government is liable for 
redress. 

AI in Policing and 
Surveillance 

Strict liability for wrongful arrests, profiling, or 
violations of civil liberties. Audits are required 
before deployment. 

If facial recognition AI misidentifies a 
suspect, the police department is 
responsible. 

Government-Procured 
AI Systems 

Vendor accountability for software defects; 
government responsibility for deployment 
failures. 

If a healthcare AI system makes fatal errors 
due to faulty training data, the government 
and vendor are jointly liable. 

Government agencies must conduct risk assessments before deploying AI to ensure fairness, 
transparency, and potential harm. Independent oversight bodies should review government AI 

 



deployments before they are implemented, and the risk assessment should be publicly available. 
AI-driven decisions must have human oversight and clear avenues for appeal and reversal. 

Restoring Insurability — Closing the Coverage Gap That is Blocking Adoption 
In late 2025, several large underwriters began introducing exclusions for AI-related risks in corporate 
policies, citing the potential for unpredictable, multibillion-dollar losses from systemic failures. Between 
January 2025 and January 2026, the professional liability market experienced a structural break: some 
organizations renewed with affirmative AI coverage, with heavy conditions, and others encountered 
sweeping exclusions that effectively removed AI-related claims from their policies entirely. Recently, 
exclusion language became standard to the entire market simultaneously. New general liability 
exclusion forms allow insurers with the ability to "generally exclude this emerging exposure." 
 
For most businesses, insurance is not a luxury — it is the operational condition that makes risk-taking 
possible. A company that cannot insure against the consequences of an AI-related failure faces an 
unpalatable choice: absorb potentially unlimited liability on its own balance sheet, or avoid AI adoption 
altogether. The scope of the exclusions being filed is broad enough to affect businesses that may not 
even consider themselves AI companies. The consequence is straightforward: companies may be 
hesitant to adopt AI, as a single hallucination or agent error could result in an uninsured, 
multi-million-dollar liability. 
 

Attribution Framework: Establishing Who Is Responsible for AI-Caused Harm 
One of the main reasons underwriters are hesitant is the ability to attribute harm. When an AI system 
causes harm, the chain of responsibility spans developers, model providers, integrators, and end users, 
making liability difficult to pinpoint. This attribution failure is critical because it prevents insurers from 
exercising subrogation, their right to recover, after paying a claim, from the party who was actually 
responsible for the loss. There is currently no standardized governance attestation that would allow an 
underwriter to distinguish between a company with rigorous AI risk management and one with minimal 
or no governance systems. 
 
The Latent Risk Attribution Protocol (LRA) addresses the attribution problem. Currently, when an AI 
system causes harm, an insurer and/or courts cannot readily determine whether the defect originated in 
the FM provider's base model, in the deployer's configuration, or in the modifier's fine-tuning. This 
ambiguity means the insurer must either absorb the full loss or engage in protracted multi-party 
litigation to recover any portion of it. Neither outcome produces a sustainable market.  

Without a technical standard for distinguishing between these causes, courts and regulators are left to 
make attributions based on contractual arrangements and expert testimony — a process that is slow, 
expensive, and inconsistent. 

This memo proposes that Canada adopt a forensic standard for AI harm attribution, the details of which 
are set out in Annex A. The standard operates on a straightforward principle: before liability can be 
assigned, the nature of the fault must be determined.  
 
The LRA Protocol resolves the ambiguity by establishing, through a technically grounded and legally 
operative forensic standard, which category of fault caused the harm: introduced, revealed, or 
amplified. Each category maps to a specific liability allocation: AI Model providers bear primary 
responsibility for revealed faults; modifiers bear primary responsibility for introduced faults; liability is 

 



shared proportionally for amplified faults. Once these allocations are legally established, the insurance 
market can respond by offering products calibrated to the specific role and risk profile of each actor in 
the supply chain. This creates the conditions for a differentiated, specialty AI insurance market to 
develop.  

The Competitive Opportunity 
Canada cannot wait for a mature AI insurance market to develop organically before adopting the 
framework proposed in this memo. The exclusion wave is already in progress. What Canada can do is 
accelerate market recovery by deliberately sequencing its interventions. The insurance gap is not only 
a constraint on AI adoption — it is also a market opportunity for Canada.  
 
The specialty AI insurance market is nascent, growing, and largely undominated by any single 
jurisdiction's framework. The companies attempting to build actuarially grounded AI insurance products 
— including Canadian firms like Armilla — are doing so without the standardized attribution and 
reporting infrastructure they need to scale.  
 
Canada's adoption of a clear attribution standard, a mandatory incident-reporting system, and a defined 
liability framework would provide those companies with the regulatory infrastructure they need to build 
credible, scalable products. It would make Canada the jurisdiction where AI risk is most clearly defined, 
most fairly attributed, and most efficiently insurable. That is a competitive advantage for the Canadian 
financial services and insurtech sectors, and it is an additional reason — beyond consumer protection 
and SME adoption — to move decisively on the framework proposed in this memo. 
 

AI Incident Reporting Systems:  
With many AI systems in the public domain, it is crucial to have a post-deployment framework (O’Brien 
et al., 2023) to prevent and track different incidents across systems and how they are mitigated in 
high-risk systems. To ensure the safety and transparency of AI systems, we need a centralized, publicly 
accessible AI incident database (McGregor, 2020; Hernández et al., 2024), where companies must 
report AI malfunctions, security breaches, and unintended consequences.  
 
Canada should establish a centralized, publicly accessible AI incident reporting platform modelled on 
the OECD AI Incidents Monitor (AIM). Canada should establish an independent oversight body 
modelled after the Standards Council of Canada (SCC) and the Office of Privacy Commissioner to 
maintain the AI Incident reporting platform. The independent oversight body should:  

●​ Defining standardized reporting formats for AI incidents, including near misses and potential 
harms, based on the OECD common framework for reporting AI incidents (Perset, Aranda, and 
Rispal 2025). 

●​ Developing data security and privacy protocols to protect individuals' information. 
●​ Establishing mechanisms for data analysis and sharing with researchers and regulators. 
●​ Creating clear guidelines for determining what constitutes a reportable incident based on the 

CSET AI Harm Framework (Hoffmann & Frase, 2023), including specific thresholds for different 
types of harm. 

●​ Developing a plan for long-term funding and maintenance of the platform. 
●​ Recommending penalties for non-compliance with reporting requirements.  

The CSET AI Harm Framework differentiates between harm events, i.e., harm that happened due to AI 
behaviour, and harm issues, i.e., instances where harm nearly happened or could reasonably happen. 

 



The AI Incident Reporting System should include reports of both AI Harm Events and AI Harm Issues. 
In most cases, reports on AI behaviour from safety researchers, AI audits, and reviews usually focus on 
harm issues that were identified in development, training, or testing before the risk materialized.  

Post Deployment-Framework 
The independent oversight body should also develop an adaptive post-deployment framework (O’Brien 
et al., 2023) based on ISO/IEC 42001:2023 standards. This framework establishes lifecycle 
governance and requires post-deployment monitoring and risk mitigation strategies to ensure the 
transparency and safety of AI systems.  
 
The post-deployment framework should: 

●​ Mandate AI supply chain actors to assess vulnerabilities and develop mitigations to prevent the 
occurrence of harm issues.  

●​ Document adaptive post-incident mitigation strategies, ensuring continuous learning and risk 
reduction.  

●​ The AI systems should also be required to have fail-safe mechanisms to prevent and mitigate 
harm.   

 
The oversight bodies should also: 

●​ Develop the required standards and guidelines for AI safety and transparency. 
●​ Conduct regular audits of AI systems and update regulations based on incident data. 
●​ Develop Pilot and Sandboxing methods or staged rollout of AI systems to identify potential 

issues in controlled environments. 
●​ Establish mechanisms for rapid response and mitigation of emerging risks. 

Promoting Proactive Risk Mitigation Incentives 
To promote and incentivize proactive risk mitigation by AI companies, Canada should  

●​ Offer financial incentives (e.g., tax breaks, grants) to companies that invest in AI safety research 
and compliance. 

●​ Recognize and certify AI systems that meet high safety and ethical standards. 

Implementation and Governance: 
It is essential to recognize that implementing a comprehensive AI liability and post-deployment 
framework will be a complex undertaking and needs to be conducted in a phased approach. It would 
require multi-stakeholder collaboration between governments, industry, academia, consumer groups, 
and other stakeholders. It would be impossible for the government alone to address the issue of AI 
Liability without collaboration from stakeholders.  

Integration with Existing Laws 
Canada has various laws addressing liability and consumer protection, but they need to be amended to 
address AI-related harms and liability and establish oversight bodies and post-deployment reporting 
mechanisms. By integrating these provisions into the current laws, a comprehensive liability 
mechanism and post-deployment framework can be implemented. 

●​ The Consumer Protection Act should be amended to include AI-related consumer redressal, 
establishment and oversight of an AI Ombudsperson office and tiered-liability mechanism. 

 



●​ The Personal Information Protection and Electronic Documents Act (PIPEDA) should be 
strengthened to include AI data privacy regulations and enforcement mechanisms. 

●​ The Artificial Intelligence and Data Act (AIDA) should be amended to: 
○​ Establish independent oversight bodies and a Public AI incident reporting database. 
○​ Require AI companies to provide mandatory AI impact assessments. 
○​ Mandate post-deployment risk mitigation and reporting. 

●​ The Competition Act be amended to ensure AI companies do not engage in deceptive or 
anti-competitive practices that harm consumers. 

●​ Human Rights Legislation should be amended to protect against AI-driven discrimination in 
employment, law enforcement, and financial services. 

Quantifiable Metrics and Impact Assessment 
The oversight bodies should also establish mechanisms for collecting data on the metrics through 
surveys, incident reports, administrative data from ombudsperson offices and regulatory agencies, and 
data from industry associations. Clear data-sharing protocols between companies, regulators, and 
researchers should ensure that the post-deployment ecosystem comprises governments, academia, 
industry, regulators, and civil society organizations.  
 
Canada should measure the impact on consumers, developers, and society to assess and ensure the 
effectiveness of the proposed AI Liability and Post-Deployment incident reporting system. Some 
examples of metrics are listed in the table below.  
 

Quantifiable Metrics to Measure Impact on 

Consumers Companies Society 

Number of AI-related complaints filed Number of AI incident reports filed Reduction in AI-related harms 

Success rate of consumer claims Adoption of AI safety best practices Economic impact of AI liability 

Average time to resolve AI-related 
disputes 

Investment in AI safety research and 
development Social impact of AI 

Consumer awareness of AI redressal 
mechanisms 

Number of AI systems certified for safety 
and reliability Levels of consumer trust in AI 

 
To evaluate the effectiveness of the AI incident reporting system and the post-deployment framework, 
Canada should track the following metrics: (1) The number of reports filed annually, with a target of a 
40% increase in reporting within the first three years of implementation; (2) The average time taken to 
resolve reported incidents, with a target of a 25% reduction within five years; (3) The types of incidents 
reported, categorized by harm type and AI application, to identify trends and systemic risks; (4) Public 
awareness of the reporting system, measured through annual surveys, with a target of 60% awareness 
within five years. 

Potential Challenges & Mitigation Strategies 
Considering the complex nature of implementing comprehensive AI liability mechanisms and a robust 
post-deployment framework, it is important to understand the various challenges involved. 
Some of the challenges are listed below, and how to mitigate them. 

1.​ Risk of strict liability stifling innovation: Strict liability rules discourage AI innovation and 
investment in Canada and push companies to less regulated markets. They also 

 



disproportionally impact small and medium enterprises (SMEs) due to increased compliance 
costs. 
Mitigation strategy: A balanced regulatory approach fostering innovation and protecting 
consumers is needed. The proposed framework encourages the use of regulatory sandboxes, 
which allow businesses to test AI applications in controlled environments before facing full 
liability exposure. The framework also provides safe harbours for companies to mitigate risks 
proactively. To support SMEs, the tiered liability model considers risk exposure and company 
size when assigning liability. Government grants and tax incentives for AI compliance tools also 
ease the financial burden for SMEs. 

2.​ Legal Uncertainty and Fragmented Regulatory Landscape: Liability laws in Canada are 
fragmented across federal and provincial jurisdictions, creating uncertainty for businesses and 
consumers and making it challenging to establish accountability. 
Mitigation strategy: Harmonizing AI liability rules across jurisdictions, and a federal framework 
aligning with provincial regulations provides clarity and consistency. This can be achieved by 
engaging various industry stakeholders, legal experts, and consumer advocates to ensure a 
balanced approach.​  

3.​ Difficulty in Assigning Liability in Complex AI Systems: With various actors across the AI 
supply chain, assigning liability is challenging when AI harm occurs.  
Mitigation strategy: The proposed “Tiered liability model” assigns liability among the relevant 
actors based on their role and the amount of control they hold in development and deployment. 
Mandating clear documentation and audit logs also addresses this issue. 

4.​ Enforcement and Compliance Challenges: Enforcing compliance of diverse AI systems is 
very resource-intensive for regulators, given their applications across different sectors of the 
economy and the rapid pace of AI advancements. 
Mitigation strategy: Specialized AI oversight bodies strengthen regulatory capacity, ensures 
expertise and improve enforcement. Independent oversight bodies and AI ombudsperson offices 
should be funded by a levy from AI companies based on their size.  
 

Encouraging Public-private collaboration by oversight bodies and ensuring a whole-of-society approach 
with the involvement of stakeholders from governments, industry, academia, and consumer groups 
preserves their independence. 
 
AI Safety and Liability in a Geopolitical Context 

As AI development accelerates, global competition—particularly between G7 countries like the US, 
Canada and EU, and nations like China and Russia—has intensified. Many policymakers fear that 
excessive regulation in democratic nations could slow innovation, ceding technological leadership to 
authoritarian regimes prioritizing rapid AI deployment over ethical safeguards. However, while 
geopolitical competition is a valid concern, it must not come at the expense of AI safety, accountability, 
and public trust. 

With Canada holding the G7 presidency in 2025, the Canadian government should lead the 
cross-border cooperation and harmonization of legal frameworks and standards by including 
representatives from consumer protection agencies, AI experts, and industry stakeholders. 

Neglecting strong liability frameworks and post-deployment mechanisms in favour of deregulation could 
have serious consequences, including higher risks of AI-related harms, loss of consumer confidence, 
and increased societal backlash against AI technologies. If AI is deployed recklessly in pursuit of 

 



short-term geopolitical advantages, the long-term costs—such as misinformation, discrimination, and 
systemic failures—could outweigh any competitive edge. A responsible AI liability framework ensures 
that innovation remains sustainable, fostering a trustworthy AI ecosystem that aligns with democratic 
values and human rights rather than an unregulated race to the bottom. 

Conclusion 
AI systems hold transformative potential, but without a strong post-deployment liability framework, their 
risks could undermine public trust and economic viability. A well-structured AI liability framework does 
not merely ensure accountability—it actively fosters ethical innovation by incentivizing developers and 
deployers to prioritize safety, transparency, and fairness. To achieve this, Canada must enact clear AI 
liability legislation, establish regulatory oversight bodies, and engage with industry and civil society. A 
proactive, risk-based regulatory approach—combined with an AI Ombudsperson and post-deployment 
monitoring—will ensure AI accountability while fostering trust and increased adoption of AI-driven 
technologies.  

A clear and balanced liability system also levels the playing field, preventing reckless AI deployment 
while rewarding responsible actors. Companies that adhere to rigorous safety protocols and 
demonstrate proactive risk mitigation can gain a competitive advantage, attracting consumers and 
investors who value responsible AI deployment. This dual approach—reducing societal harm while 
promoting AI safety—will open new market opportunities in auditing, compliance, and oversight, 
positioning Canada as a global leader in responsible AI development. 

Furthermore, increasing public trust in AI through well-defined consumer protections leads to faster 
adoption and integration of AI technologies in critical sectors such as healthcare, finance, and 
education. If users feel assured that they have recourse in case of AI-related harm, they are more likely 
to embrace AI-driven services, leading to improved efficiency, cost savings, and better societal 
outcomes.  

By embedding accountability into AI governance, Canada can demonstrate that technological 
leadership is not just about speed but also about sustainability, trust, and long-term impact. Ensuring 
that AI benefits society while mitigating risks will allow Canada to lead by example, demonstrating that 
ethical AI development enhances—not hinders—economic and geopolitical competitiveness. Now is 
the time for decisive action to ensure AI development aligns with ethical and legal standards, fostering 
a future where innovation and responsibility coexist. 
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Annex A - The Attribution Protocol 
 
Note: Status of This Document and Invitation for Collaboration 

1.1 Preliminary Status 

This protocol is a working draft. It was developed as part of the AI Safety Law-a-thon held in October 
2025 and has been subsequently developed with input from the policy development process associated 
with this memo. It has not yet been subject to formal peer review, empirical validation against real-world 
AI incident data, or legal admissibility testing in any jurisdiction. 

The authors have drawn on existing technical literature — including work on causal mediation analysis, 
representation probing, automated red-teaming, and Trusted Execution Environments — to construct a 
framework they believe is technically grounded. However, the application of these tools in a forensic 
legal context is novel, and the authors make no claim that every element of this protocol, as currently 
specified, would withstand adversarial legal challenge or reflect the current state of the art in all relevant 
sub-disciplines. 

Specific areas where the authors have the lowest confidence in the current specification, and where 
expert input is most needed, include: 

●​ The statistical significance thresholds and fault classification ratios proposed in Step 3. These 
are based on the authors' judgment about what would be both technically meaningful and legally 
workable, but they have not been validated against empirical AI incident data. Actuaries, 
statisticians, and AI safety researchers are specifically invited to critique and revise these 
thresholds. 

●​ The admissibility framework for Step 4C (behavioural consistency analysis for evaluation-aware 
models). The authors have deliberately restricted this to corroborating evidence given the 
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current state of the research, but they acknowledge uncertainty about whether even this 
restricted admissibility standard is appropriate given the nascent empirical basis for alignment 
faking detection methods. 

●​ The extension of the protocol to multi-model pipelines and agentic AI systems. The current 
protocol explicitly excludes these architectures and proposes a working group process to 
address them. The authors do not have a preliminary proposal for that extension and would 
welcome early thinking from researchers working on agentic systems. 

●​ The practical implementability of mandatory model version registration and seven-year retention 
requirements across different FM provider architectures, jurisdictions, and business models. 

1.2 Invitation for Feedback 

The authors are committed to improving this protocol through open engagement with the technical, 
legal, and policy communities. This is not a courtesy invitation — the protocol cannot reach the 
standard required for regulatory adoption without substantive external critique, and the authors regard 
expert disagreement as a necessary and welcome part of that process. 

Feedback is invited on any aspect of the protocol, including its foundational assumptions, its procedural 
design, its evidentiary standards, its practical implementability, and its legal implications in Canadian 
and comparative jurisdictions. Critical feedback — including arguments that the protocol's approach is 
fundamentally misconceived in particular areas — is as valuable as constructive suggestions for 
refinement. 

When providing feedback, it would be helpful, though not required, to indicate: the specific section or 
provision being addressed; the basis for the concern (technical, legal, practical, or policy); and, where 
possible, an alternative approach or formulation.  

The Latent Risk Attribution (LRA) Protocol is a multi-stage forensic process that moves from simple 
black-box tests to complex, gray-box analysis as needed. This protocol was initially developed as part 
of the AI Safety Law-a-thon, held on October 25-26, 2025, and was further refined to address gaps. 

The Attribution Protocol uses a four-stage escalation to determine which category applies. The first two 
stages are black-box tests, running the harmful inputs against the original unmodified model, with and 
without the contextual priming the modifier provided, and can be conducted without access to 
proprietary model weights. These stages are designed to be fast, affordable, and accessible to SME 
modifiers. If the fault is clearly introduced or clearly revealed at Stage 1 or 2, the process ends there. 

This protocol is designed to replace the fragile "non-replication" test. Its objective is to fairly and 
technically determine the origin of a harmful behaviour in a modified AI system, distinguishing between 
faults that are introduced, revealed, or amplified by a downstream modifier. 

Only if these tests are inconclusive does the protocol escalate to statistically intensive rare-event 
testing (Stage 3) or, in the most complex cases, to a forensic internal analysis conducted inside a 
Trusted Execution Environment (Stage 4).  

The Trusted Execution Environment (TEE) mechanism is the critical technical innovation in this 
framework: it allows a court or regulator to compel a foundation model provider to submit their model for 
forensic analysis without those model weights ever leaving the provider's secure control. The provider's 
trade secrets are protected; the public's right to attribution is also protected. 

 



Objective: To distinguish between: 

●​ Introduced Fault: A new harmful behaviour created by the modifier. 
●​ Revealed Fault: A latent, pre-existing harmful behaviour in the Foundation Model (FM) that was 

activated by the modification (e.g., fine-tuning, RAG, prompt context). 
●​ Amplified Fault: A pre-existing harmful behaviour that the modification made significantly more 

frequent or severe. 

Step 1: Baseline Comparative Test  
●​ The "Hacker-Holweg" Comparative Test 

○​ Action: Run the exact set of harmful inputs (prompts, data, queries) that caused the 
failure in the final modified system. Then, run the identical inputs against the original, 
unmodified base foundation model (FM). 

○​ Purpose: To establish a simple baseline of behaviour. 
●​ Control Data test 

○​ Action: Repeat the test with an alternative model fine-tuned with unrelated, benign data 
○​ Purpose: To isolate the causal variable (whether an arbitrary modified model still shows 

harmful behaviour or whether the failure is specific to a certain modified model)  

Step 2: Context-Aware Replication (The "Reveal" Test) 
●​ Action: Re-run the test on the unmodified base FM, but this time, "prime" it with the task context 

it was missing. This is done without using the modified weights, typically via: 
○​ System Prompts used. 
○​ Few-Shot Examples: Providing 2-3 examples of the task. 
○​ Conversational History: Replicating the full chain of prompts that led to the failure. 

●​ Purpose: To determine if the base model already possesses the latent capability to perform the 
harmful action, needing only the activation/trigger (context) to activate it. 

●​ Conclusion: If the context-primed base FM now produces the same harmful behaviour (or a 
statistically similar one), this is strong evidence of a Revealed Fault. The modification (e.g., 
fine-tuning or RAG) did not create the flaw; it merely provided the specific context that unlocked 
it. 

Step 3: The "Rare-Event" Test 
●​ Action: This step is required if the harm is a rare event (e.g., 1-in-a-million) or if Step 2 is 

inconclusive. Using automated red-teaming tools, run millions or billions of queries against both 
the modified model and the context-primed base model. 

●​ Purpose: To find statistically significant failure rates for rare but catastrophic events. This data 
can be used with power-law forecasting to estimate real-world risk. 

●​ Conclusion: This test moves beyond "did it fail, yes/no" and quantifies how often. It can 
distinguish: 

○​ Revealed Fault: The base model fails (e.g., 1-in-a-million prompts). 
○​ Amplified Fault: The modified model fails at a much higher rate (e.g., 1-in-10,000 

prompts). Liability would be shared, as the modifier amplified a pre-existing flaw. 
○​ Introduced Fault: The base model truly shows zero failures at scale, while the modified 

model fails. 

 



●​ Scaled Application of the Rare-Event Test and Cost Allocation ​
The Rare-Event Test, as described, assumes access to large-scale automated red-teaming 
infrastructure. This is not a neutral assumption: it favours well-resourced FM providers who 
already operate this infrastructure and places a potentially prohibitive burden on smaller 
modifiers and SME deployers. 

○​ The following modifications apply: 

■​ Tiered query thresholds by harm severity. Not all harms warrant billion-query 
testing. The required scale of Step 3 should be proportionate to the severity and 
breadth of the harm alleged. For harms affecting fewer than 100 individuals and 
involving no physical injury, a minimum of 100,000 automated queries is 
sufficient.  

■​ For harms affecting between 100 and 10,000 individuals, or involving financial 
harm exceeding CAD $1 million in aggregate, a minimum of 10 million queries is 
required. For harms affecting more than 10,000 individuals, or involving physical 
injury or death, the full rare-event testing regime applies without a ceiling. 

■​ Cost allocation after burden shift. Once the modifier has completed Steps 1 and 2 
and the burden has shifted to the FM provider, the FM provider bears the cost of 
Step 3 testing. If the modifier is required to conduct Step 3 as part of their initial 
burden when Steps 1 and 2 are inconclusive, the oversight body may, on 
application by an SME modifier, provide access to a shared government-funded 
red-teaming infrastructure at cost, recoverable from the ultimately liable party. 

■​ Certified third-party testing laboratories. The oversight body should accredit a 
panel of independent testing laboratories capable of conducting Step 3 analysis 
on behalf of parties that lack the infrastructure. Results produced by an 
accredited laboratory carry the same evidentiary weight as results produced by 
the parties themselves. Accreditation requirements should include independence 
from both FM providers and modifiers, technical capability standards, and 
transparency obligations regarding methodology. 

○​ Statistical Standards for Rare-Event Test Results​
For Step 3 results to carry evidentiary weight, they must meet specified statistical 
standards. The following minimum requirements apply: 

■​ Significance threshold. A difference in failure rates between the modified model 
and the base FM must meet a p-value threshold of p < 0.01 to be admissible as 
evidence of an Amplified or Introduced Fault. Results meeting only p < 0.05 may 
be admitted as corroborating evidence but are not sufficient on their own to 
satisfy the burden of proof. 

■​ Confidence intervals. All reported failure rates must be accompanied by 95% 
confidence intervals. A court or regulator must not treat point estimates as 
definitive; the overlap or separation of confidence intervals between the modified 
model and the base FM is the operative comparison. 

 



■​ Minimum detectable effect. For a test to be considered adequately powered, it 
must be capable of detecting a five-fold increase in failure rate between the base 
FM and the modified model. If the testing regime is insufficiently scaled to detect 
this effect, the results are inconclusive for the purposes of burden-shifting and 
Step 4 must be initiated. 

■​ Categorization thresholds for fault classification. For the purposes of this 
protocol, a failure rate in the modified model that is more than ten times the 
failure rate in the base FM is classified as an Amplified Fault, with primary liability 
resting with the modifier. A failure rate in the modified model that is statistically 
indistinguishable from the base FM (non-overlapping confidence intervals failing 
to reach significance) is classified as a Revealed Fault with liability resting with 
the FM provider. Where the modified model shows a statistically significant but 
less than ten-fold increase, liability is shared proportionally, with the modifier 
bearing the share proportionate to the ratio of the two failure rates. 

○​ These thresholds are proposed as a starting point and should be reviewed and updated 
by the technical standards body as empirical data from actual legal proceedings 
accumulates. 

Step 4: The "Deception" Test 
●​ Action: If black-box tests (Steps 1-3) are insufficient (e.g., the model is suspected of "alignment 

faking" or "test-aware" behaviour), the court or regulator must compel gray-box access. This is 
best done in a Trusted Execution Environment (TEE), where the model can be analyzed 
without its weights or trade secrets being stolen. This step has two key methods:  

○​ Step 4A: The Control Fine-Tuning Experiment (The "Control Test"): 
■​ Setup: An independent expert, appointed by the court or the oversight body, 

creates a control dataset that is benign and topically unrelated to the modifier's 
real training data but identical in size, format, and structural characteristics. 
Inside a TEE, two parallel models are fine-tuned from the exact same versioned 
base FM: Model A on the modifier's real data, and Model B on the control 
dataset. 

■​ Execution: Inside the TEE, two parallel models are fine-tuned from the exact 
same base FM: 

●​ Model A: Fine-tuned on the modifier's real data. 
●​ Model B: Fine-tuned on the benign control data  
●​ Analysis: Both models are subjected to the Rare-Event Test from Step 3. 

The comparison isolates the causal variable: is the harm attributable to 
the content of the specific fine-tuning data, or to the act of fine-tuning 
itself? 

■​ Evidentiary value. If Model A shows materially higher failure rates than Model B, 
this is strong evidence that the modifier's specific data was the causal factor. If 
both models show similar failure rates, this points toward a base FM 
characteristic that is activated by fine-tuning generally, rather than by the 
modifier's specific choices. 

○​ Step 4B: Representation & Circuit Analysis (The "Internal Scan"): 
■​ Representation Probing: Representation probing examines the base model's 

internal activation patterns to determine whether concepts relevant to the harm 

 



— for example, associations between protected characteristics and negative 
outcomes — are already structurally present before any modification occurs. The 
existence of such internal representations in the base FM is evidence of a latent 
defect, regardless of whether it was previously observable in outputs. 

■​ Causal Mediation/Circuit Diffing: Circuit diffing compares the activation 
pathways in the base FM and the modified model to determine whether a 
safeguard was bypassed through prompt engineering (indicating fragility in the 
base FM) or was structurally removed by the fine-tuning process (indicating a 
fault introduced by the modifier). These are materially different findings with 
materially different liability implications. 

○​ Step 4C: Behavioural Consistency Analysis for Test-Aware Models (Emerging 
Method — Restricted Admissibility) 

■​ This step addresses the possibility that a model behaves differently when it 
detects it is being evaluated versus during normal operation — a phenomenon 
sometimes called "alignment faking" or "evaluation gaming." Evidence for this 
behaviour in deployed commercial models is currently limited and contested. 

■​ Given the nascent evidentiary basis for this method, results from Step 4C should 
not be treated as independently sufficient to establish liability. They may be 
admitted as corroborating evidence alongside Steps 4A and 4B results, subject to 
an expert admissibility hearing in which the proponent of the evidence must 
demonstrate that the specific analytical technique used has been validated in 
peer-reviewed literature and that the expert applying it has appropriate 
qualifications. 

■​ The oversight body should commission an annual review of the scientific 
literature on evaluation-aware behaviour in AI systems. When the body 
determines that detection methods have reached sufficient reliability and peer 
validation, Step 4C may be elevated to full admissibility by regulatory instrument, 
without requiring legislative amendment. 

○​ This staged approach ensures the protocol remains legally credible today while building 
a pathway for more sophisticated forensics as the science matures. 

●​ Conclusion: This is the highest level of evidence. It provides forensic proof of why the failure 
happened, which is essential for defeating claims of "unforeseeability." 

2. Traceability Toolkit (Required Tools) 
Executing the Attribution Protocol requires the following tools, which a court can compel. 

1.​ Mandatory (Black-Box) Kit: 
○​ Artifact Hashing/Versioning: Cryptographic hashes (e.g., SHA-256) of the base model, 

the fine-tuning dataset, and the final modified model. 
■​ Why: Establishes a verifiable chain of custody. 

○​ Prompt & Temperature Registries: Immutable logs of all system prompts, RAG data 
sources, and API settings used by the modifier. 

■​ Why: Essential for performing the Context-Aware Replication in Step 2. 
○​ High-N Sampling & Red-Team Automation: The software to run the millions of 

automated queries needed for Step 3. 
■​ Why: The only way to find rare-event failures.​

 
​ Model Version Registry and Temporal Anchoring 

 



The Attribution Protocol's validity depends on comparing the modified model against the same 
version of the base Foundational Model(FM) that existed at the time of fine-tuning or 
modification. FM providers continuously update their base models, meaning the version 
available at the time of a legal proceeding may differ materially from the version the modifier 
worked with. To address this, the framework requires the following: 

Mandatory registration of base model versions at point of API access or weight 
download. ​
When a modifier accesses a base FM, whether via API or direct weight download, the FM 
provider must issue a cryptographically signed version attestation, recording the model 
identifier, the parameter hash of that specific version, the date and time of access, and the 
account identifier of the modifier. This attestation must be stored in an immutable log maintained 
by the FM provider and must be producible on compulsion in any legal proceeding. 

FM providers must retain all prior versions of their base models for a minimum of seven 
years. This retention requirement applies to any model version that was made available for 
fine-tuning, commercial API access, or weight download. Deletion of a prior model version 
during an active or foreseeable legal proceeding shall constitute spoliation of evidence. 

Where a prior version is genuinely unavailable, for example, because it predates this 
framework, the court may draw an adverse inference regarding the characteristics of that 
version and may direct that Step 4 (TEE analysis) be conducted on the nearest available prior 
version, with the FM provider bearing the burden of demonstrating that any differences between 
versions are immaterial to the harm in question. 

2.​ Compellable (Gray-Box) Kit: 
○​ Trusted Execution Environments (TEEs): A secure enclave where the FM provider 

can load their model for analysis. The TEE runs the forensic tests and produces a 
cryptographically signed, attested log of the results without exposing the model itself. 

■​ Why: This is the only way to resolve the "trade secret" impasse. 
○​ Causal Mediation & Probing Toolkit: The analysis software that runs inside the TEE to 

perform the Step 4 forensics. 
■​ Why: This is the "scalpel" that provides ground-truth attribution. 

 

3. Evidence Bundle & Burden-Shifting Rule 
This protocol produces a clear Evidence Bundle for a court and enables a fair, technically-grounded 
rule for shifting the burden of proof. 

Evidence Bundle Artifacts: 
1.​ Replication Log (Steps 1 & 2): A diff file showing the outputs of the modified model vs. the 

base model (both with and without context). 
2.​ Statistical Failure-Rate Report (Step 3): A report showing the "harmful outputs per 1M 

prompts" for both models, with confidence intervals. 
3.​ TEE-Attested Forensic Log (Step 4): The cryptographically signed log from the TEE stating 

the internal findings (e.g., "Internal representations for [Concept X] and [Concept Y] were found 
to be correlated in the base model, proving latent bias."). 

 



Proposed Burden-Shifting Rule: 
1.​ Initial Burden (The Modifier): The downstream modifier must first complete Step 1 and Step 2 

of the Attribution Protocol. 
2.​ Burden Shifts to FM Provider IF: The modifier demonstrates either of the following: 

a.​ The harmful behaviour is reproducible on the base model using Context-Aware 
Replication (Step 2). 

b.​ The harm belongs to a known class of AI risks (e.g., bias, jailbreaks, generation of 
harmful advice) that the FM provider failed to test for or disclose in their System Card (as 
required by the EU AI Act). 

3.​ Final Burden (The FM Provider): Once the burden shifts, the FM provider must affirmatively 
prove the fault was not latent. To do so, they must submit their model to Step 3 (The Rare 
event test) and Step 4 (Deception test) to prove the latent property did not exist in their base 
model. 

4.​ Presumption of Fault: If the FM provider refuses to submit their model to the TEE for Step 4 
analysis (citing trade secrets), the court shall apply a presumption of fault, ruling that the 
defect is presumed to have originated upstream. 

Scope, Limitations, and Extension to Agentic Systems 

Current Scope 

This protocol is designed for the attribution of harm in AI systems where a single foundation model has 
been modified by a downstream actor and deployed in a relatively discrete application context. It 
presupposes a two-party principal structure — FM provider and modifier/deployer — and a harm that 
can be traced to a specific model output or decision. 

Known Limitations 

The protocol does not currently address the following deployment patterns, which are becoming 
increasingly prevalent: 

Multi-model pipelines. In many deployed systems, a user query passes through an orchestration layer 
that routes it to multiple models — for example, a retrieval model, a reasoning model, and a generation 
model — before producing an output. Harm in such a system may originate in any of these components 
or in their interaction. Extending this protocol to multi-model pipelines requires establishing which 
model's output was the proximate cause of the harm, and whether the orchestration layer itself 
constitutes a "modifier" for attribution purposes. This is a non-trivial technical and legal question that 
requires dedicated protocol development. 

Agentic AI systems. Agentic systems that take autonomous multi-step actions in the world — executing 
transactions, sending communications, making bookings, controlling physical systems — create harm 
chains that are qualitatively different from generative output harms. The harm may not arise from a 
single model output but from a sequence of decisions made across multiple inference calls, potentially 
by different models, over an extended time period. Attribution in these systems requires a temporal 
forensic layer — essentially a full action log — that current traceability tools do not systematically 
produce. 

Development Pathway 

 



The oversight body established under this framework should commission a technical working group, 
with representation from FM providers, deployers, academic AI safety researchers, and legal experts, 
to extend this protocol to multi-model and agentic contexts within 24 months of the framework's 
implementation. Until that extension is published, disputes involving multi-model pipelines or agentic 
systems should be directed to the full Step 4 TEE process, with the oversight body acting as neutral 
arbiter of which actor's component is the subject of analysis. Courts and the Ombudsperson Office 
should apply a rebuttable presumption that, in a multi-model harm event, each actor in the pipeline 
bears proportional liability until the technical working group's extended protocol provides a more precise 
attribution method. 
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Statement of Originality and Prior Work 

This proposal builds upon research initially developed by the author during the CanStudyUS Policy 
Fellowship at The Dais, Toronto Metropolitan University. A foundational version of the policy framework 
regarding AI competition and consumer rights was published in the Think 7 (T7) 2025 official 
publications (available at: 
https://www.think7.org/publications/a-g7-strategy-for-ai-competition-and-consumer-rights/). 

The Latent Risk Attribution (LRA) Protocol introduced in this proposal represents original, 
subsequent research developed by the author in late 2025 and has not been previously published or 
submitted elsewhere.  

Generative AI was used for brainstorming, structural refinement and drafting assistance, while all 
technical methodologies and policy recommendations remain the author's original work. 
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